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Divisibility Shortcut
Problem ID: shortcut

Image by phoelixDE (Shutterstock), Used under license

There is a well-known shortcut (or “trick”) for determining whether or not a
nonnegative integer n is divisible by 3:

1. Add up the digits in the base-10 representation of n; call this sum S10(n).

2. If S10(n) is divisible by 3, then n is divisible by 3.

It turns out that this idea can be generalized to other bases and divisors. Let
b ≥ 2 and d ≥ 1 be integers. For any integer n ≥ 0, define Sb(n) to be the sum
of the digits in the base-b representation of n. We say that DS(b, d) holds (DS
stands for “divisibility shortcut”) if the following is true: for all integers n ≥ 0,
if Sb(n) is divisible by d, then n is divisible by d.

Given integers b ≥ 2 and k ≥ 1, find the largest integer d ≤ k such that
DS (b, d) holds.

Input
The first line of input contains an integer T (1 ≤ T ≤ 100), the number of test cases. This is followed by T lines, one
per test case, each of which contains two space-separated integers, b and k (2 ≤ b ≤ 109, 1 ≤ k ≤ 109).

Output
For each test case, output a single line containing the largest integer d ≤ k such that DS (b, d) holds.

Sample Input 1 Sample Output 1

2
10 5
24 11

3
1



Driver’s Dilemma
Problem ID: driversdilemma

Image by Karen Arnold, Public Domain

A car driver visiting Canada from the US travels on a road through iso-
lated New Brunswick territory (no gas stations, houses, or cell phone coverage).
Ominous road signs warn about collision risks from deer and moose after dark.
Suddenly the driver glances at his fuel gauge with shock: there is exactly half
a tank left. He stops and sees that his fuel tank is leaking, which accounts for
some of the fuel gauge drop since the last fill up.

The driver cannot repair the leak. Using a container of known volume and his
wristwatch, he measures the rate of fuel loss at X gallons per hour. He empties
the container back into the tank. He must quickly figure out what to do.

The driver checks the owner’s manual for his rented compact car and finds
that the fuel tank capacity is C gallons. He also notices a table resembling (but
not necessarily identical to) the one in the figure below, showing declining fuel efficiency in miles per gallon (MPG)
as driving speed in miles per hour (MPH) increases. He must trade one against the other in an attempt to reach the
nearest gas station M miles away before nightfall.

Since the driver assumes that people who write manuals must be experts, and since he has an aversion to interpo-
lation (and also to extrapolation), he decides that he will drive at exactly one of the 6 speeds listed in the table. That
way, the distance he can travel before running out of gas will be 100% predictable.

Can the driver reach the gas station before running out of fuel? If so, at what maximum speed can he drive?

Speed (MPH) Fuel Efficiency (MPG)
55 22.0
60 21.3
65 20.2
70 18.3
75 16.9
80 15.8

Figure 1: Example relationship between speed and fuel efficiency

Input
Input consists of a single test case occuping 7 lines. The first line contains 3 space-separated real numbers: the capacity
C of the tank in gallons, the rate of the fuel leak X in gallons per hour, and the distance M in miles to the next gas
station, with 0 < C,X ≤ 100 and 0 < M ≤ 500. Each of the remaining 6 lines contains an integer followed by a real
number (separated by a space). The 6 integers at the beginning of these 6 lines are exactly the values in the left column
of the table above, in the same order. The corresponding 6 real numbers are in strictly decreasing order, and each such
number f satisfies 0 < f ≤ 50. Every real value in the input has at most 2 digits after the (optional) decimal point.

Output
If it is possible for the driver to reach the nearest gas station without running out of gas, output “YES” followed by
the highest speed at which the driver can drive (separated by a space). This highest speed must be one of the integers
55, 60, 65, 70, 75, 80. If it is impossible for the driver to reach the nearest gas station before running out of gas, output
“NO”. To avoid rounding errors, the following two things are guaranteed: (1) If the driver can reach the gas station,
there will be at least 10−6 gallons remaining in the tank when he arrives. (2) If the driver cannot reach the gas station,
then he would have required at least 10−6 more gallons of gas in order to be able to do so.



Sample Input 1 Sample Output 1

18 0.5 160
55 22.0
60 21.3
65 20.2
70 18.3
75 16.9
80 15.8

YES 60

Sample Input 2 Sample Output 2

16 0.07 160
55 20.49
60 18.40
65 17.78
70 17.10
75 16.38
80 15.60

NO



Fog Catchers
Problem ID: fogcatchers

Image by Nicole Saffie (Wikimedia Commons), CC BY-SA 2.0

For many people, the word “Peru” conjures up images of the
Inca temple Machu Picchu and llamas. But for some visitors to the
country, even more remarkable is the sight of fog-catching nets, or
atrapanieblas, that Peru is using to harvest water from dense fogs.
These nets capture tiny droplets from the fogs, and the water trick-
les down pipes into troughs that are used to irrigate crops and from
which livestock drink. Well, not only livestock — the fog water is an
ingredient in a local beer brand, too. According to The Economist,
as early as the 1990s, some villages were capturing as much as 8 000
litres of water daily. Today, certain regions in Peru are capable of
producing 1 400 litres per second, if the infrastructure is fully de-
ployed.

Now, the weather-simulation consultancy that was hired by the Peruvian government has delivered a model of the
fogs that roll in from the sea each day. Everything in the model is positioned relative to an x-y coordinate system,
with the x-axis at ground level, running roughly parallel to the coast (just a few miles inland), and the y-axis oriented
straight up. According to the model, there are n originator fogs, F1, F2, . . . , Fn. When Fi rolls in for the first time on
day di, it settles into a space that intersects the x-y plane in an axis-aligned rectangular region with left coordinate `i,
right coordinate ri, and height hi — that is, the rectangular region [`i, ri] × [0, hi]. Because of the periodic nature of
the sea currents, each originator fog Fi gives rise to mi fogs in total (including Fi itself), the k-th of which intersects
the rectangular region [`i+k∆xi, ri+k∆xi]× [0, hi+k∆hi] on day di+k∆di, for 0 ≤ k < mi (where the “change”
values ∆xi, ∆hi, and ∆di are specific to Fi).

The nets that are erected to catch the fogs are also modelled as axis-aligned rectangular regions lying in the same
x-y plane (but not necessarily with lower height 0, as is the case for the fogs). Since building a single rectangular net
of sufficient length and height to catch all possible fogs would be prohibitively expensive, it was decided that for the
best use of public money, the nets would be installed incrementally. Initially (i.e., on day 0), there are no nets. Each
day, after all the fogs have lifted, net maintainers determine how many fogs were “missed” that day – that is, how
many fogs corresponded to rectangles that were not completely contained in the region of the x-y plane covered by
nets. The workers then add rectangular net “patches” of minimum total area so that the resulting array of nets would
have caught all the fogs that day. The next day, the fogs roll in again, they lift, the workers add more patches (if
necessary), and the cycle continues. Note that the portion of the x-y plane covered by nets at any point in time is a
union of axis-aligned rectangles, but in general does not constitute a single rectangular region.

Given a complete description of the n originator fogs, count the total number of fogs that are missed.

Input
The first line of input contains a positive integer n (n ≤ 1 000), the number of originator fogs. This is followed by n
lines, the i-th of which contains the parameters of Fi as eight space-separated integers in this order:

mi – the number of fogs generated by Fi

di – the day Fi appears for the first time

`i – the leftmost x-coordinate of Fi

ri – the rightmost x-coordinate of Fi

hi – the height of Fi

∆di – the number of days between consecutive fogs generated by Fi

∆xi – the distance to which each subsequent fog generated by Fi shifts to the right (if ∆xi is negative, the shift is to
the left)

∆hi – the change in height of each subsequent fog generated by Fi



You can assume that

• 1 ≤ mi ≤ 100

• 0 ≤ di ≤ 108

• −108 ≤ `i < ri ≤ 108

• 1 ≤ hi ≤ 108

• 1 ≤ ∆di ≤ 106

• −106 ≤ ∆xi,∆hi ≤ 106

• hi + (mi − 1)∆hi ≥ 1

Output
Output a single integer, the total number of fogs that are missed.

Sample Input 1 Sample Output 1

2
2 3 0 2 9 2 3 0
1 6 1 4 6 3 -1 -2

3

Sample Input 2 Sample Output 2

3
4 0 0 10 10 1 15 0
3 5 50 55 8 1 -16 2
3 10 7 10 4 1 8 -1

6

Sample Input 3 Sample Output 3

2
7 0 0 20 10 3 0 10
10 1 0 2 5 2 2 7

11

Sample Input 4 Sample Output 4

7
8 317 17 21 1000000 59872 5 100000
1 419421 21 22 324455 59872 1 -30993
2 359549 50 51 390820 59872 0 -18659
7 60189 50 51 276352 59872 0 31787
1 419421 50 51 307591 59872 0 10826
1 419421 50 51 492473 59872 0 45464
1 419421 50 51 319158 59872 0 -47232

15



Lorem Ipsum
Problem ID: loremipsum

Image from U.S. Library of Congress (Wikimedia Commons),
Public Domain

You are an archaeologist exploring the underground crypts of Rome. You
have just stumbled into a hidden archive containing copies of a lost manuscript
by the Knights Templar. Unfortunately, the copies have crumbled over time and
now comprise thousands of small text fragments that need to be reassembled in
order to restore the original manuscript (or at least a part of it). Because there
were several copies of the manuscript, many text fragments overlap with other
text fragments. Use a computer to rebuild the manuscript from these fragments!
Deus ex machina!

Reconstruction of the manuscript involves placing distinct text fragments in
a sequence such that whenever fragment A immediately precedes fragment B:

1. A has a suffix that is equal to a prefix of B

2. the shared suffix/prefix has length at least 5

It is guaranteed that two fragments that satisfy these criteria will do so in exactly
one way.

An optimal reconstruction is one that is extracted from such a sequence of
overlapping fragments of maximal length, i.e., a sequence that contains as many
fragments as possible. Note that it is the number of fragments that is being maximized here; this may or may not
maximize the number of characters in the text that is then recovered from these fragments. (Your archaelogist friends
find this a bit odd, but you have an admittedly quirky compulsion to make use of as many found objects as possible.)

Your task is to find an optimal reconstruction. If there are two or more maximal-length sequences of overlapping
fragments, then the reconstruction is said to be “ambiguous,” and only a higher power can help. By the grace of that
same higher power, no fragment is contained within another fragment, and no sequence of overlapping fragments
F1, F2, . . . , Fk, for any k ≥ 2, will form a cycle, i.e., it will never be the case that a suffix of Fk of length ≥ 5 will
equal a prefix of F1.

Given a unique maximal-length sequence F1, F2, . . . , FM , the corresponding optimal reconstruction of the text is

F1‖ω(F2)‖ω(F3)‖ . . . ‖ω(FM )

where ‖ denotes string concatenation, and ω(Fi) is the substring of Fi obtained by removing the prefix of length ≥ 5
that is equal to a suffix of Fi−1, for 2 ≤ i ≤M .

Input
The first line of input contains an integer n (1 ≤ n ≤ 250), the number of text fragments. Each of the next n lines
contains one of the text fragments. A text fragment is a nonempty string of printable characters of length at most 80,
where a printable character has an ASCII value in the range 32 . . . 126, inclusive. All n fragments are distinct, and no
fragment will begin or end with a space.

Output
If there is a unique optimal reconstruction, output this reconstuction on a single line. Otherwise, output “AMBIGUOUS”.
(No optimal reconstruction will ever equal “AMBIGUOUS”.)



Sample Input 1 Sample Output 1

7
n fox jumped ove
uick brown f
The quick b
y dog.
rown fox
ped over the l
the lazy dog

The quick brown fox jumped over the lazy dog.

Sample Input 2 Sample Output 2

4
cdefghi
efghijk
efghijx
abcdefg

AMBIGUOUS

Sample Input 3 Sample Output 3

4
cdefghix
efghijk
abcdefghi
cdefghij

abcdefghijk



Luhn’s Checksum Algorithm
Problem ID: luhnchecksum

Image by simpson33 (iStock), Used under license

In 1954, Hans Peter Luhn, a researcher at IBM, filed a patent describ-
ing a simple checksum algorithm for numbers written as strings of base-10
digits. If a number is chosen according to Luhn’s technique, the algorithm
provides a basic integrity check. This means that with reasonably high
probability it can detect whether one or more digits have been accidentally
modified. (On the other hand, it provides essentially no protection against
intentional modifications.) Most credit card and bank card numbers can be
validated using Luhn’s checksum algorithm, as can the national identifica-
tion numbers of several countries (including Canada).

Given a number n = dkdk−1 . . . d2d1, where each di is a base-10 digit,
here is how to apply Luhn’s checksum test:

1. Starting at the right end of n, transform every second digit di (i.e., d2, d4, d6, . . .) as follows:

• multiply di by 2

• if 2 · di consists of more than one digit, i.e., is greater than 9, add these digits together; this will always
produce a single-digit number

2. Add up all the digits of n after the transformation step. If the resulting sum is divisible by 10, n passes the Luhn
checksum test. Otherwise, n fails the Luhn checksum test.

For example, consider the number n = 1234567890123411 from Sample Input 1. The first row of Figure 1 gives
the original digits of n, and the second row contains the digits of n after the transformation step, with transformed
digits shown in bold. The sum of the digits in the second row is

2 + 2 + 6 + 4 + 1 + 6 + 5 + 8 + 9 + 0 + 2 + 2 + 6 + 4 + 2 + 1 = 60

and since 60 is divisible by 10, n passes the Luhn checksum test.

1 2 3 4 5 6 7 8 9 0 1 2 3 4 1 1
2 2 6 4 1 6 5 8 9 0 2 2 6 4 2 1

Figure 1: Application of Luhn’s algorithm to n = 1234567890123411

Input
The first line of input contains a single integer T (1 ≤ T ≤ 100), the number of test cases. Each of the following T
lines contains a single test case consisting of a number given as a string of base-10 digits (0. . .9). The length of each
string is between 2 and 50, inclusive, and numbers may have leading (leftmost) zeros.

Output
For each test case, output a single line containing “PASS” if the number passes the Luhn checksum test, or “FAIL” if
the number fails the Luhn checksum test.

Sample Input 1 Sample Output 1

3
00554
999
1234567890123411

PASS
FAIL
PASS



Multi-Year Contest Scheduling
Problem ID: contestscheduling

A well-known Canadian programming contest is always held on a Friday in October each year. We need you to
help choose the dates for years 2019, 2020, . . . , 2018 + Z. (You may assume that 1 ≤ Z ≤ 100.)

There are Fridays when we cannot schedule the contest because of conflicting events. In particular, the contest
cannot be held on the Friday before Canadian Thanksgiving; that date is sacred. A list of additional “forbidden dates”
is provided, but every year there will always be at least one Friday in October when the contest can be held.

Not all contest schedules are equally good. People tend to expect the contest to be held on or near the date it was
held in the previous year. For example, they don’t like to be surprised when they expect a date in early October but the
contest runs late in the month, etc. There is a yearly “surprise penalty” for holding the contest on October X one year
when it had been on October Y the year before, namely (X − Y )2, which penalizes big surprises much more than
little ones.

Your goal is to find a schedule for the Z years following 2018 such that the total of the yearly surprise penalties is
as small as possible.

Useful facts:

• Canadian Thanksgiving is always the second Monday in October.

• January 1, 2019, is a Tuesday.

• Years have 365 days, except leap years, which have an extra day in February.

• From 2018 until the year 2400 (exclusive), a leap year is any year divisible by 4 but not divisible by 100.

• January 1 is the 1st day of the year, and October 1 is the 274th day of 2018.

• October has 31 days.

• The contest was held on October 12, 2018.

Input
• The first line of the input is the integer Z, the number of years following 2018 for which the contest is to be

scheduled.

• The second line contains an integer F (0 ≤ F ≤ 50), the number of forbidden dates.

• The following F lines contain the forbidden dates, one per line. Each forbidden date is represented by three
space-separated numbers:

1. The first number consists of 4 digits and represents the year. It is between 2019 and 2118, inclusive.

2. The second number is always 10, representing October.

3. The third number consists of two digits and represents the day in October. It ranges between 01 and 31,
inclusive.

The dates are given in chronologically increasing order. There is no guarantee that all forbidden dates are
Fridays.

Output
The first line of the output is an integer representing the smallest total surprise penalty that any schedule can achieve.
The remaining Z lines contain the chosen dates of a schedule with this total surprise penalty, one date per line, in
chronologically increasing order. Note that the input data will be chosen so that this schedule is unique. Dates should
be formatted as in the input: 4 digits, a space, the number 10, a space, and 2 digits.



Sample Input 1 Sample Output 1

2
5
2019 10 18
2019 10 19
2020 10 02
2020 10 16
2020 10 23

194
2019 10 25
2020 10 30

Sample Input 2 Sample Output 2

3
6
2019 10 04
2019 10 18
2021 10 15
2021 10 22
2021 10 29
2111 10 01

475
2019 10 25
2020 10 16
2021 10 01



Party Game
Problem ID: partygame

Image by Bain News Service (Wikimedia Commons), Public Domain

Lord Kevin (purportedly a distant relative of Lord Kelvin) is holding a party
to celebrate his recent entrance into the British nobility. The exact process
whereby Kevin acquired his title is a matter of some dispute, and there are even
whispered rumours of identity theft, but fortunately we need not concern our-
selves with such unpleasantries here. All the invitees to Kevin’s party are British
Lords with whom he hopes to ingratiate himself, and since Kevin has detected
that these nobles are a rather reserved lot, he has invented a party game to facil-
itate interactions among his guests. As the Lords arrive at Kevin’s manor, they
are numbered from 1 to n. Each Lord is given a lapel pin on which is written
his unique identifying number, and he is asked to wear this pin throughout the
evening. (Kevin, who is organizing the game but not participating in it, does not
have an assigned number.) Once all the guests have assembled in the ballroom,
Kevin takes a set of n cards on which are written the numbers 1 through n (one
number per card), places them in his top hat, and then draws them out at random
and distributes them to his guests, one per Lord. Now the party game is ready to
begin.

The game consists of a sequence of rounds, each of which has three stages.
In Stage 1, Kevin calls out “Match!”, at which point each Lord checks to see if
the number on the card in his hand matches the number on his lapel pin. If so,
the Lord is freed from the game and can move into the dining room to partake
of the fine food (and drink) waiting there. In Stage 2, Kevin calls out “Hat!”, at which point each remaining Lord
memorizes the number on the card in his hand, and then places the card in the brim of his top hat. In Stage 3, Kevin
calls out “Snatch!”, at which point each Lord finds the other guest in the room whose lapel pin contains the number
he has just memorized, and then snatches (or, more politely, gently takes) the card from that Lord’s hat. (Since British
nobles are also called peers, Stage 3 is an example of a peer-to-peer protocol.) At the end of Stage 3, each Lord once
again has a numbered card in his hand, ready for the next round to begin. Note that at the end of Stage 1, if all Lords
have been freed from the game, the game is over, so obviously Kevin will skip the final Stages 2 and 3.

Kevin thinks that this game he has invented will be very fun for his guests, but he is a little worried that some
of the Lords might stay trapped in the game forever, eventually dying of starvation. Given the initial distribution of
numbered cards to guests, help Kevin determine whether or not the game will have such a dire outcome.

Input
The first line of input contains a single integer T (1 ≤ T ≤ 10), the number of test cases that follow. Each test case
occupies two lines. The first line contains an integer n (1 ≤ n ≤ 1200), the number of guests at the party. The
second line contains n distinct space-separated integers a1, a2, . . . , an, where ai (1 ≤ i ≤ n) is the number on the
card initially given to the Lord whose lapel pin contains the number i.

Output
The output consists of T lines, one per case. For each test case, output “All can eat.” if the game eventually
ends, or “Some starve.” if the game never ends.

Sample Input 1 Sample Output 1

3
3
1 2 3
4
3 4 2 1
5
5 4 1 2 3

All can eat.
All can eat.
Some starve.



Send More Money
Problem ID: sendmoremoney

Image by Watchara Ritjan (Shutterstock), Used under license

You may have seen puzzles, sometimes called cryptarithmetic puzzles,
or simply cryptarithms, that look like this:

SEND+MORE=MONEY

The goal of this kind of puzzle is to replace each letter with a (base-10)
digit so that the resulting arithmetic equality holds. Here are the rules:

• A given letter must always be replaced by the same digit.

• Different letters must be replaced by different digits.

• The leading (leftmost) letter of any word cannot be replaced by 0.

For example, if we try to solve the above puzzle, we find that the fol-
lowing replacements work:

S→9, E→5, N→6, D→7, M→1, O→0, R→8, Y→2
This gives us a correct equality:

9567+1085=10652

Your task is to write a program to solve such puzzles. Note that some cryptarithmetic puzzles are impossible to solve.
An example is:

A+A=A

Here the only way to make the equality hold is to replace A with 0, but this violates the rule that the first (and in this
case only) letter of any word cannot be replaced by 0.

Also note that some puzzles may have multiple solutions. In this situation, find the solution in which the alphabet-
ically lowest letter is replaced by lowest possible digit, then the second lowest letter is replaced by the lowest possible
unused digit, then the third lowest letter is replaced by the lowest possible unused digit, etc. An example is:

C+B=A

Clearly this has more than one solution, but the minimal solution, as described above, is:

2+1=3

Input
The input consists of a line containing a single puzzle. A puzzle is a string of characters of the form w1+w2=w3,
where w1, w2, w3 are words, and ‘+’ and ‘=’ are the usual “plus” and ”equals” characters (ASCII values 43 and 61,
respectively). A word is a nonempty string of uppercase letters (A–Z). The maximum length of any puzzle is 100.

Output
For each puzzle, output a single line containing the minimal solution if the puzzle is solvable, or “impossible” if the
puzzle is not solvable. Note that a solution must contain exactly the same number of characters as the corresponding
puzzle, with ‘+’ and ‘=’ characters in the same positions as in the puzzle, and all letters replaced by digits (0–9).

Sample Input 1 Sample Output 1

SEND+MORE=MONEY 9567+1085=10652

Sample Input 2 Sample Output 2

A+A=A impossible



Sample Input 3 Sample Output 3

C+B=A 2+1=3


